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Intelligent CPS Applications in Human Spaces

Advances in Al will enable a change in application characteristics:

* From data collection to understanding: Interpreting signals in context...

* From specific tasks to transferable “world” representations: Generalizing across uses, environments, contexts, and
sensors

* From isolated devices to integrated physical/cyber/human environments: Ambient intelligence for collaborative
situation understanding

* From special-purpose interfaces to collective reasoning systems: Representations that enable learning and reasoning

Advances in Al have also created the largest computational bottleneck in the history of computation!

A Physical Al Challenge: How to reap the benefits while reducing the cost?



From Older Supervised Models to Frontier Al Models

Model size (number of parameters), logarithmic scale
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_ Today’s Leading Frontier Models are Built on MoE
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Modern Al architectures

are increasingly built on

mixture of expert (MoE)
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A large number of total Model
parameters, but a sparse Intelligence |
structure — only a small | '
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ChatGPT ~ 40 Million KWH/Day Human Brain ~ 20 Watt
Trillions of weights 0.48 KWH/Day

— 100s of Trillions of synapses
mowevay 0

ChatGPT Consumes an Estimated 39.98 MILLION KWH Each Day

This would be enough ... or to run the

electricity to charge Empire State Building
eight million phones...* for 540 days.®

O
8,000,0000 e 540 DAYS

a0 [l 8 orders of magnitude energy

:: iy s il :: difference




Another Dimension of Modularity
(Inspired by Cognition)
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Example: OpenAl GPT-5 — explicit fast/reasoning routing



Another Dimension of Modularity
(Inspired by Cognition)

SYSTEM 1 AND SYSTEM 2 PROCESSING

Yy T”“‘, o s “FIRST REACTIONS" “THINKING" Significant
THINKING, St s o, Sy e Opportunities for
1 vancing icien
processing = imbic. m-w Ad Eff t
L P N S Pervasive
FAST .. SLOW Vil ot Vasive,
8 =~ Y Ubiquitous, and
i 1ze YO e ' | = CPS Applications!
- . ‘ H
opt\™ caSe" ‘ Micro
mmo“ 959, Foundation
DANIEL cOo < Models (WFMs)

" Perception,

KAHNEMAN
External : Other
WINNER OF THE NOBEL PRIZE IN ECONOMICS St- I- Interpretatlon’ P .
e e S /- Reaction Cache -~ 4 rocessing

ece Abstract, conceptual
reasoning

Example: OpenAl GPT-5 — explicit fast/reasoning routing



System-1 Micro-Foundation Models : Optimizing for the Common Case in Tactical Al
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LFMs: Reaping Advantages of

Domain Specialization

DISTRIBUTED SENSING
LOCAL PROCESSING =
CONTEXT-AWARE SYSTEMS =~
' EMBEDDED CHIPS =

i

Optimized for: |

Specialized Domains

MUNICATING

-

!

1 -* REAL-TIME TRAFFIC
{  OPTIMIZATION

{— » VEHICLE-TD-
INFRASTRUCTURE (V21)

» SENSOR NETWORKS
* AUTONOMOUS DRIVING

gi0100

, Application-specific
«  SMARTERT s o oy e
SENSSERS ¥ 1. » Sensing Modalities

I

.ﬂ " BODY AREA Physical Domain-
NETWORKS .
L3

specific Insights

BODY AREA |
~ g NETWORKS ~ _

f _ REAL-TIME ADAPTIVE ®

-~

TATlonji;

SYSTEMS b . Unique Applications Z=@UEANE RGN

d ,&r‘ . . =
A\ WIRELESS & \
COMMUNICATION MESH @

-
OOROD1)

<ld
\/ SMART CITY
o mm*:l'; mnmeuzm\
et

ENVIRONMENTAL ]
SENSORS

L ¥ o —

KOO

g

PUBLIC DATA
SERVICES

.

P ~ HEALTH HDNITDRIN ” INTERFACE <
/‘%i:&/ * ((PERSONAL & WEARABLE ) *><* /

I sl man e aae N a RS,  — e o

“-..H_\_
x&



A Factory for Generating Domain-Specific

®  Foundation Models (to Handle the 95%)
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What Guides the Principles of Production of
Domain-Specific (Micro) Foundation Models?

(... for pervasive, ubiquitous and CPS/IoT applications)
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foundational knowledge models (for CPS/IoT applications)?



What Guides the Principles of Production of
Domain-Specific (Micro) Foundation Models?

(... for pervasive, ubiquitous and CPS/loT applications)
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Guiding Challenge:
The Resource Bottleneck

Al for Embedded Processors

Al for Microcontrollers

Hyper-tiny Al

F. j E‘;, LHPEEE Ensaﬂ
Raspberry Pi Model 4 Arduino SparkFun RedBoard
Power: ~ 10 Watt ~ 1 Watt ~ 0.1 Watt



Guiding Challenge:
The Data Bottleneck

In domain-specific models, one can’t rely on model scaling laws to improve
model capabilities (because model size is limited by training data size)

Must re-think the training pipeline to inject the “right amount” of application
bias such that the learning rate from limited data is accelerated.

A%

A | o) vy

IS S\
S (\3\6 Q’&Q
\O e

Q ) eo
= 2> X0
£ o\
| -
O un
T <
YV ©
— £
() .
T 2 vailable
s 3 data limit

» Model size (training data size)



A Factory for Generating Domain-Specific

Foundation Models (to Handle the 95%)
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Exploitation of Unvetted Open Domain Data

Can unvetted measurements of a relevant modality (e.g., vibration sensing) be used to enhance

foundation model training?

Real-Time Seismic Signals Real-Time Monitoring

— ,‘ A Data
Over 2,000'0nline Center ¥
. sewsmic stations |
= Historical Data Retrieval

3

@ | e [$¥] o

Raspberry Shake data center (SDC). Image courtesy of Raspberry
Shake website. It contains over 60TB of seismic data collected from
thousands of stations across all seven continents, being the largest
community-powered seismic network in the world. Users can monitor
real-time signals and download historical data.
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. Finetuning performance of models pre-
trained on open-domain data. “Concat” means di-
rectly combining open-domain and in-domain sam-
ples for pretraining. Directly concatenating two
types of data leads to performance degradation.

Pre-training a model
with unvetted data can
degrade downstream
performance. Need
automated means to
vet/augment data!
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Pre-training a model
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degrade downstream
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99% of the sensor data out there might be noise! Garbage in, garbage out!
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Towards a Data-Efficient Self-Supervised
Learning/Inference Pipeline

Part I: The tokenizer
= Breaks the input stream into pieces to be individually encoded.

Part II: The backbone neural network model (or encoder)

= The neural network that converts the stream of input tokens into a latent representation suitable
for downstream diagnostics and prediction tasks

Part Ill: The pretext task(s)
= The task that trains the encoder
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Backbone L. :
Tokens Latent Representation Downstream Tasks

Neural Network
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Tokenization

Text: Break sentence into words.

Large Language Models (LLMs), swech as GFT=3 and GPT-4, wtil Graphs: Break into nOdeS.

ire a process called tokenization. Tokenization invalves br
eaking down text into smaller units, known as tokens, which
the model can process and inderstand. Thesp tokend can Fang
& from individual characters to entlre words or even larger
chinks, depending e the medel. For GPT-3 and GPT-4, & Byle
Fair Encoding (BPE} tokenizer i5 used. BPE is a subword tok
enization technigue that allows the model to dynamically bu
ild a wocabulary during training, efficiently representing
comron words and word fragnenis. Although the core tokeniza
tien process remains similar across diffeorent wersions of t
hese models, the specific Ieplementation can vary based on
the nodel's architecture and training objectives.

Images: Break into patches.




Tokenization

Tokenization for domain-specific time-series data

Text: Break sentence into words. * Fixed-length Tokenization: Each batch of n

Large Language Models (LLMs), such as GPT=3 and GPT-4, util Graphs: Break into nOdeS. Samples iS Converted into ad tOken

ire & process called tokenization. Tokenizetion invalves br
caking down text into smaller units, known as tokens, which
the model can process and imderstand. Theie tokens can rang
& from individual characters to entlre words or even larger
chunks, depending on the model. For GPT-3 and GPT-d4, a Byte
Fair Encoding (BPE} tokenizer i5 used. BPE is a subword tok
enization technigue that allows the model to dynamically bu
ild a vocabulary during training, efficiently representing
comron words and word fragnenis. Although the core tokeniza
tion process remains similar across different wersions of t
hese madels, the specific Inplementation can vary based on
the nodel's architecture and training objectives.

Variable-length Tokenization: Samples are
clustered into groups of different sizes
depending on latent information content.
Each cluster is converted into a token.

Images: Break into patches.
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Tokenization
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atcC wave
v . y v PatchTST . Dywave g PatchTST (Nie et al., 2023) 0.7743  0.7653 | 0.7629 0.7549 | 0.8840 0.8871 | 0.6498 0.6343 | 0.6740 0.5804
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The Self-Supervised Learning/Inference
Pipeline

Part I: The tokenizer
= Breaks the input stream into pieces to be individually encoded.

Part II: The backbone neural network model (or encoder)

= The neural network that converts the stream of input tokens into a latent representation suitable
for downstream diagnostics and prediction tasks

Part Ill: The pretext task(s)
= The task that trains the encoder
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Representation Learning as a “Thin Waist” of a “System 1”-Based Architecture
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Representation Learning as a “Thin Waist” of a “System 1”-Based Architecture

Thin
Waist
(Created
by new
Encoder

+ Pretext
Tasks)

pe

Diverse

. ~ Vad .é. Q Applications
Analytics & l: il Vad v Pp
: F Detection & Prediction & Decision Making Localization &
Appllcatlons Classification Forecasting & Control Tracking
A unified interface (e.g., object, event, (e.g., demand, health, (e.g., autonomous
for many downstream anomaly) energy) systems, robotics)
uses
' * (3 ‘*,)o
Unified, model-bases e\
5 e(\
Representation ‘e(o «fdation models
Learning 6\\6 dfignment
“Thin Waist” (\ ofal & spatial modeling
(shared latent space) fficient and scalable (edge to cloud)
Heterogeneous ; ﬂ |- S Encoder
. . dad
DIStnbUted | \\ RF / Wireless Inertial Environmental Vibration ‘ LiDAR
Data SOUI‘CES ( ; pr «6 (Wi-Fi, cellular, (IMU, GPS) (temperature, (structural, machinery) (point clouds)
p 6 LoRa, BLE) humidity, air quality)
Different sensors, % C’& - _—
modalities, and (’b otk b bl ‘
locations \OS‘ A |
u por . | S ; ._.__. .
sl bt & feh =
Drones Buildings Factories Infrastructure Environment Wearables Underwater
(aerial) (urban) (indoor) (wide area) (rural / remote) (body area)

(subsea)




VibroFM: A Miniature “Vibrometry” Foundation

Model (Using Multimodal Cont

rastive Learning)

Self-supervised
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Representation Generalizability

Will representation trained for one application (e.g., vehicular transportation) be useful for another (e.g., drone

detection)?
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1 1
Cross-application : I transfer
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W e | P
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Representation Generalizability

Observation:

1.00

0.95 1

0.90 1

0.85 1

0.80 -

The same VibroFM encoder (pre-training on vehicle data) was used to encode UAV data.

A classification head was added to classify drones (UAS)

Drone classification based on the VibroFM representation outperformed (in many cases) a drone
classifier designed from scratch in a supervised fashion from labeled drone data!
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Adapting the Model to Target Hardware,
Input Quality, and Data Complexity

Differences in Target Hardware

A
4 A

Al for Embedded Processors

Differences in Data Complexity

Differences in Input Quality

A
4 A\

Clean signal waveform } Noisy signal waveform (10dB)

Raspberry Pi Model 4 Arduino SparkFun RedBoard

(=]
Normalized Amplitude
(=]
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Normalized Amplitude
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A Toolchain For Adaptive Model
Quantization

PyTorch
nn.Module

General Compiler for Al ,
Models to produce Adaptively
Quantized Versions

FX Trace }» IR Graph }—»l C Codegen J

symbolic graph typed ops 4 weights zerg-malloc C / Arduino

Rule + Transform Passes (extensible)

Custom Pass
fuse / new rewrite

Quant. Rules

stati:l,n"dynami:_ p!r—t-!nSDl’l."'I‘.'h. timing wrappers

Profiling ‘

Extend by adding modules:

QuantRule,/JuantIRNode | IRPass/transform | C kernel 4 printer hook

A new quantization scheme = a rule that matches layers and a node that owns its C

emission.



Key takeaways:

* The CPS community has a great role to play in adapting the
state of the art in training and inference to the needs of
physical/embodied Al applications

* One may need to rethink the balance between “system 2”
Summa ry and “system 1” solutions for the physical/embodied Al
application space, optimizing for the 95%!

* The idea of a factory for “System 1” solutions (for physical
Al) deserves more exploration, complementing the popular
“System 2” models (LLMs/VLMs/VLAs) to attain significant
savings!
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